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● "Marketing"
○ What is C++?
○ Does anyone need C++?

● How to write C++?
○ Ghastly-style
○ Data layout
○ Resources and errors

● C++11 overview
○ reference-counting pointers
○ move semantics
○ lambda functions
○ syntax sugar

Overview
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What is C++?

A lightweight abstraction language

Key strengths:
● software 

infrastructure
● resource 

constrained 
applications



● Space
○ How much RAM does your phone/tablet have?
○ How much RAM does your server have?
○ How many users does it handle? Is it virtualized?
○ How much L1/L2/L3 cache do you have?

● Time
○ How many cores do you have? How fast is each one?
○ How many milliseconds do you have at 60 FPS?

● Abstraction
○ How big are the problems you solve? Are they 

getting bigger?
○ How smart are you? Are you getting smarter?

Does anyone need C++?



● If program fails, 
people die

● A 50% overhead 
implies the need for 
another $50M 
server farm

Does anyone need C++?

● All that matters is 
to get to the market 
first!

● A bunch of interns 
have to ship the 
product till the end 
of the summer
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● 1979-1989: Research
○ C with classes
○ ARM C++

● 1989-1999: Mainstream
○ ISO

● 1999-2009: Pending
○ Coffee-based languages

Can they do everything important?

Does anyone need C++?
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Does anyone need C++?

v1.0 -- Java
Objective C,

C & C++
Java,

C & C++ NDKv2.0 



Does anyone need C++?

www.ohloh.net



● 1979-1989: Research
○ C with classes
○ ARM C++

● 1989-1999: Mainstream
○ ISO

● 1999-2009: Pending
○ Coffee-based languages

● 2009-2019: Return of the king
○ Perf/$
○ C++11

Does anyone need C++?



● Ghastly-style
● Data layout
● RAII

How to write C++?



void qsort(
    void *base,     // memory to be sorted
    size_t nmemb,   // number of elements
    size_t size,    // number of bytes in an element
    // element comparison function
    int (*compar)(const void *, const void *)); 

void func(double *arr, size_t n)
{
    qsort(arr, n, sizeof(double), compare_double);
}

Ghastly-style



void qsort(
    void *base,     // memory to be sorted
    size_t nmemb,   // number of elements
    size_t size,    // number of bytes in an element
    // element comparison function
    int (*compar)(const void *, const void *)); 

void func(double *arr, size_t n)
{
    qsort(arr, n, sizeof(double), compare_double);
}

Ghastly-style

"it" doesn't know the number of elements?

"it" doesn't know the size of a double?

"it" doesn't know how to compare doubles?



● Simple interface & simple call

So what do I want?



● Simple interface & simple call
○ sort(cont.begin(), cont.end()) - 

acceptable
○ "almost" can do sort(container) if needed
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● Simple interface & simple call
○ sort(cont.begin(), cont.end()) - 

acceptable
○ "almost" can do sort(container) if needed

● No static type violations
○ Done

● Uncompromising performance
○ Bets?

So what do I want?







Compiler...



Compiler...

... developers



void qsort(
    void *base,     // memory to be sorted
    size_t nmemb,   // number of elements
    size_t size,    // number of bytes in an element
    // element comparison function

    int (*compar)(const void *, const void *)); 

void func(double *arr, size_t n)
{
    qsort(arr, n, sizeof(double), compare_double);
}

Ghastly-style

POD only

Throw away useful type information

Use of inefficient indirect function calls



Data layout

● Vector vs List
● Object layout



● Generate N random numbers
● Insert by one in sorted order
● Remove all elements by one choosing 

random position

For which N is it better to use 
a linked list than a vector?

Vector vs List





● Find insertion point
○ Linear search
○ Vector could use binary search, but I didn't

● Insert
○ List re-links
○ Vector moves on average N/2 elements

● Find deletion point
○ Linear search
○ Vector could use direct access, but I didn't

● Delete
○ List re-links
○ Vector moves on average N/2 elements

● Allocation
○ Vector does log N allocations
○ List does N or zero allocations
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Vector vs List
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Object layout

vector<Point> vec = {Point{1,2}, Point{3,4}, Point{5,6}, Point{7,8}};

4

7 85 63 41 2

3 45 6

1 2

7 8

C++

4

"True OO"



Resources and errors



void func(const char *p)
{
    FILE *f = fopen(p, "r");
    // use f
    fclose(f);
}

RAII



void func(const char *p)
{
    FILE *f = 0;
    try {
        f = fopen(p, "r");
        // use f
    } catch(...) {
        if (f) fclose(f); throw;
    }
    if (f) fclose(f);
}

RAII



void func(const char *p)
{
    FILE *f = 0;
    try {
        f = fopen(p, "r");
        int err = func_returning_error(f);
        SAFE_CHECK(err, {if(f) fclose(f);});
    } catch(...) {
        if (f) fclose(f); throw;
    }
    if (f) fclose(f);
}

RAII



Status Base::member_func(int i)
{
    m_Mutex.lock();
    if (m_Vec.size() > MAX_SIZE)
         return FAIL; 
    
    m_Vec.push_back(i); 
    m_Mutex.unlock();
    return OK;
}

RAII



Status Base::member_func(int i)
{
    m_Mutex.lock();
    if (m_Vec.size() > MAX_SIZE)
         return FAIL; // leak!
    
    m_Vec.push_back(i); // throws -> leak!
    m_Mutex.unlock();
    return OK;
}

RAII



Status Base::member_func(int i)
{
    m_Mutex.lock();
    if (m_Vec.size() > MAX_SIZE)
         return FAIL; // leak!
    
    m_Vec.push_back(i); // throws -> leak!
    m_Mutex.unlock();
    return OK;
}

RAII What the hell does that mean???



Resource Acquisition Is Initialization means ...
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Resource Acquisition Is Initialization means ...
● getting a resource and initializing it
● getting a resource during initialization
● getting a resource instead of initialization
● using object to represent resource
● nothing
● Bjarne Stroustrup would never make it in 

marketing

RAII



class File_handle {
    FILE *m_f;
public:
    File_handle(const char* p, const char* r)
      { m_f = fopen(p,r); if (!m_f) throw runtime_error(); 
}
    File_handle(const string& p, const string& r)
      { m_f = fopen(p.c_str(),r.c_str()); 
        if (!m_f) throw runtime_error(); }
    ~File_handle() { if(m_f) fclose(m_f); }
};
void func(string s){ 
    File_handle fh(s, "r");
    // use fh
}

RAII



class File_handle {
    FILE *m_f;
public:
    File_handle(const char* p, const char* r)
      { m_f = fopen(p,r); if (!m_f) throw runtime_error(); 
}
    File_handle(const string& p, const string& r)

      { m_f = fopen(p.c_str(),r.c_str()); 
        if (!m_f) throw runtime_error(); }
    ~File_handle() { if(m_f) fclose(m_f); }
};
void func(string s){ 
    File_handle fh(s, "r");
    // use fh
}

RAII Use an object to represent a resource

Acquise the resource in constructor

Release the resource in destructor

throw, return, break, continue, do whatever



● Use RAII for ALL resources!
● Prefer classes where the resource 

management is part of their fundamental 
semantics
○ std::vector
○ std::ostream
○ std::thread
○ std::shared_ptr
○ etc.

RAII



● reference-counting pointers
● move semantics

● lambda-functions
● syntax sugar

C++11 overview



ref-counting pointers

Base

Mis
sile

Target

Missile
Missile

Mis
sile

Channel



vector<Missile *> fire_missiles(Base *base, Target t, int 
n)
{
    Channel *fb = new Channel(Base);
    vector<Missile *> ret;
    for (int i = 0; i < n; i++) {
        ret.push_back(new Missile(t, fb));
    }
    return ret;
}

ref-counting pointers
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ref-counting pointers

Who's gonna call delete?
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ref-counting pointers

Who's gonna call delete?Ok, the caller



vector<Missile *> fire_missiles(Base *base, Target t, int 
n)
{
    Channel *fb = new Channel(Base);
    vector<Missile *> ret;
    for (int i = 0; i < n; i++) {
        ret.push_back(new Missile(t, fb));
    }
    return ret;
}

ref-counting pointers

Who's gonna call delete?Ok, the caller

But who's gonna call delete for that?



vector<Missile *> fire_missiles(Base *base, Target t, int 
n)
{
    shared_ptr<Channel> fb(new Channel(Base));

    vector<Missile *> ret;
    for (int i = 0; i < n; i++) {
        ret.push_back(new Missile(t, fb));
    }
    return ret;
}

ref-counting pointers

Calls delete after last pointer-object destroyed



vector<Missile *> fire_missiles(Base *base, Target t, int 
n)
{
    shared_ptr<Channel> fb(new Channel(Base));
    vector<Missile *> ret;
    for (int i = 0; i < n; i++) {
        ret.push_back(new Missile(t, fb));
    }
    return ret;
}

ref-counting pointers

Calls delete after last pointer-object destroyed

Let's use it here also!



vector<unique_ptr<Missile>> 
fire_missiles(Base *base, Target t, int n)
{
    shared_ptr<Channel> fb(new Channel(Base));
    vector<unique_ptr<Missile>> ret;
    for (int i = 0; i < n; i++) {
        ret.push_back(
            unique_ptr<Missile>(new Missile(t, fb))
        );    
    }
    return ret;
}

ref-counting pointers

Better use unique_ptr



std::pair<shared_ptr<T1>, shared_ptr<T2>>
p (shared_ptr<T1>(new T1),
   shared_ptr<T2>(new T2));

1. allocate memory for the T1
2. construct the T1
3. allocate memory for the T2
4. construct the T2
5. construct shared_ptr<T1>
6. construct shared_ptr<T2>
7. construct p

shared_ptr caveat 1
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   shared_ptr<T2>(new T2));

1. allocate memory for the T1
2. construct the T1
3. allocate memory for the T2
4. construct the T2
5. construct shared_ptr<T1>
6. construct shared_ptr<T2>
7. construct p

shared_ptr caveat 1

Please, don't throw!



std::pair<shared_ptr<T1>, shared_ptr<T2>>
p (shared_ptr<T1>(new T1),
   shared_ptr<T2>(new T2));

1. allocate memory for the T1
2. allocate memory for the T2
3. construct the T1
4. construct the T2
5. construct shared_ptr<T1>
6. construct shared_ptr<T2>
7. construct p

shared_ptr caveat 1

Please, please, please!



std::pair<shared_ptr<T1>, shared_ptr<T2>>
p (make_shared<T1>(),
   make_shared<T2>());

1. make_shared<T1>()
2. make_shared<T2>()
3. construct p

shared_ptr caveat 1

Now I'm not afraid!



std::pair<shared_ptr<T1>, shared_ptr<T2>>
p (make_shared<T1>(),
   make_shared<T2>());

1. make_shared<T1>()
2. make_shared<T2>()
3. construct p

shared_ptr caveat 1

Now I'm not afraid!

And it's cheaper!



shared_ptr caveat 2

shared_ptr

shared_ptr



shared_ptr caveat 2

shared_ptr

shared_ptr shared_ptr

shared_ptr



shared_ptr caveat 2

shared_ptr shared_ptr

shared_ptr



shared_ptr caveat 2

● beware of cycles
● Use weak_ptr to break them
Observer::Observer(const shared_ptr<Obj>&sp)
    : m_Wp(sp){}
void Observer::observe() {
    if (shared_ptr<Obj> sp = m_Wp.lock()) {
        // use sp
    }
    else {
        // have a cup of coffee
    }
}



● shared_ptr<T> g_spt;
   f(g_spt, *g_spt);

● void f(shared_ptr<T> &spt,T &t){
      spt = other_T; // spt was the last
      t.func();      // boom!
  }

shared_ptr caveat 3



● shared_ptr<T> g_spt;
   f(g_spt, *g_spt);

● void f(shared_ptr<T> &spt,T &t){
      spt = other_T; // spt was the last
      t.func();      // boom!
  }

● void f(const shared_ptr<T> &spt,T &t){
      g_spt = other_T; // g_spt was the last
      t.func();        // boom!
  }
   

shared_ptr caveat 3

Pass by const &



● void f(shared_ptr<T> sp)
○ atomic inc+dec
○ void f(weak_ptr<T> wp)

● void f(const shared_ptr<T> &sp)
   void f(T &t)
   void f(T *p)

○ only if you are REALLY careful about lifetime policy

shared_ptr caveat 3



● Never use "naked" new again (make_shared, 
make_unique)

● Use unique_ptr for owning (RAII, no cost)
● Use shared_ptr for sharing

○ beware of cycles and non-sharing * or & (weak_ptr)
○ think twice when passing as argument

ref-counting pointers: Summary



auto_ptr



● vector<auto_ptr<int>> vec;

   // let's pray
   sort(vec.begin(), vec.end()); 

● vector<unique_ptr<int>> vec;

   // I bet my hat!

   sort(vec.begin(), vec.end()); 

auto_ptr



● auto_ptr<int> p1(new int), p2(new int);
   p1 = p2; // no problems, Doc!
   if (p1.get() == p2.get()) {
      // are you sure you are a Doctor?
   }

● unique_ptr<int> p1(new int), p2(new int);
   p1 = p2; // nah-ah

auto_ptr



template<class T>
swap(T &a, T &b)
{
   T tmp = a;
   a = b;
   b = tmp;
}

Move semantics

There's something wrong

with this banana



class Matrix {
private:
    int m_W, m_H;
    double *data;
public:
    Matrix(int w, int h):m_W(w), m_H(h) { 
        data = new double[m_W * m_H];
    }
    Matrix(const Matrix &mat):m_W(mat.m_W), m_H(mat.m_H) {
        data = new double[m_W * m_H];
        copy(mat.data, mat.data + m_W*m_H, data);
    }
    // Matrix &operator =(const Matrix&)
};

Move semantics



class Matrix {
private:
    int m_W, m_H;
    double *data;
public:

    Matrix(int w, int h):m_W(w), m_H(h) { 
        data = new double[m_W * m_H];
    }
    Matrix(const Matrix &mat):m_W(mat.m_W), m_H(mat.m_H) {
        data = new double[m_W * m_H];
        copy(mat.data, mat.data + m_W*m_H, data);
    }
    // Matrix &operator =(const Matrix&)
};

Move semantics

Copy semantics



Matrix *operator +(const Matrix&, const Matrix&)
Matrix res = *(a+b);

Move semantics



Matrix *operator +(const Matrix&, const Matrix&)
Matrix res = *(a+b);

Matrix &operator +(const Matrix&, const Matrix&)
Matrix res = a+b;

Move semantics



Matrix *operator +(const Matrix&, const Matrix&)
Matrix res = *(a+b);

Matrix &operator +(const Matrix&, const Matrix&)
Matrix res = a+b;

void operator +(const Matrix&, const Matrix&, Matrix &)
operator+(a,b,res);

Move semantics



Matrix *operator +(const Matrix&, const Matrix&)
Matrix res = *(a+b);

Matrix &operator +(const Matrix&, const Matrix&)
Matrix res = a+b;

void operator +(const Matrix&, const Matrix&, Matrix &)
operator+(a,b,res);

Matrix operator +(const Matrix&, const Matrix&)
Matrix res = a+b;

Move semantics



class Matrix {
    //...
    Matrix(Matrix &&mat)
        : m_W(mat.m_W), m_H(mat.m_H)
        , data(mat.data) {
        mat.data = nullptr;
    }
    // Matrix &operator =(Matrix &&)
};

Move semantics



Move semantics

Matrix res = a+b;

a.data

b.data

tmp.data

res.data



Move semantics

Matrix res = a+b;

a.data

b.data

tmp.data

res.data



template<class T>
swap(T &a, T &b)
{
   T tmp = move(a); // could invalidate a
   a = move(b);     // could invalidate b
   b = move(tmp);   // could invalidate tmp
}

Move semantics: corn vs banana



● Don't forget to implement move constructor 
and move assignment for your types

● All the standard-library containers have it
● Return objects by value

Move semantics: Summary



Syntax sugar



Syntax sugar

for (map<string,int>::const_iterator it = 
     m.begin(); it != m.end(); ++it)
{
    cout << it->first << endl << it->second;
}



Syntax sugar

for (auto it = 
     m.begin(); it != m.end(); ++it)
{
    cout << it->first << endl << it->second;
}

"Type of right operand"



Syntax sugar

for (const auto &it : m) 

{
    cout << it.first << endl << it.second;
}



● complex types
○ map<string, int>::const_iterator

● generality
○ uint8_t width;

○ uint8_t tmp = width;

● difficult to know the type
○ template <class T1, class T2>

  void func(T1 &t1, T2 &t2) {
      auto tmp = t1 + t2;
  }

auto



Which one is faster ?

vector<string> v;
for (const auto &s1 : v)
for (const string &s2 : v)

auto



Which one is faster ?

vector<string> v;
for (const auto &s1 : v)
for (const string &s2 : v)

Identical!

auto



Which one is faster ?

map<string, int> m;
for (const auto &s1 : m)
for (const pair<string,int> &s2: m)

auto



Which one is faster ?

map<string, int> m;
for (const auto &s1 : m)
for (const pair<string,int> &s2: m)

const auto & is faster!
value_type of m is actually
pair<const string, int>

auto



● use it!
● 95% of the time use

○ for (auto &e : r)

○ for (const auto &e : r)

● use explicit type when you need a conversion
for (int64_t &e : r) 
//int32_t=>int64_t

auto and range-for loop: Summary



struct Body {
    int *data;
    atomic<int> &sum;
    Body(int *d, atomic<int> &s) 
        : data(d), sum(s) 
        { }
    void operator()(const blocked_range<size_t> &r) const 
{
        int tmp = 0;
        for (const auto &i : r) {
            tmp += data[i];
        }
        sum.fetch_and_add(tmp);
    }
};

Lambda functions



int func(int *data, size_t n) {
    atomic<int> sum;
    parallel_for(blocked_range<size_t>(0, n), 
        Body(data, sum));
    return sum;
}

Lambda functions



int func(int *data, size_t n) {
    atomic<int> sum;
    parallel_for(blocked_range<size_t>(0, n), 
        [=data,&sum](const blocked_range<size_t> &r)
        {
            int tmp = 0;
            for (const auto &i : r) {
                tmp += data[i];
            }
            res.fetch_and_add(tmp);
        });
    return sum;
}

Lambda functions



int func(int *data, size_t n) {
    atomic<int> sum;
    parallel_for(blocked_range<size_t>(0, n), 
        [&](const blocked_range<size_t> &r)
        {
            int tmp = 0;
            for (const auto &i : r) {
                tmp += data[i];
            }
            res.fetch_and_add(tmp);
        });
    return sum;
}

Lambda functions



● casts to function pointer with empty []
typedef int (*func_t)(int);
func_t f = [](int a){ return a; }

● otherwise, auto only
int b = 3;
auto f = [=b](int a){ return a + b; }

Lambda functions



string flip(string s) {
    reverse(s.begin(), s.end());
    return s;
}
int main() {
    vector<future<string>> v;

    v.push_back(async([] { return flip(" ,elloH");}));
    v.push_back(async([] { return flip( " 11++C");}));
    v.push_back(async([] { return flip("\nelyts");}));

    for (auto &e : v) {
        cout << e.get();
    }
}

Quiz



string flip(string s) {
    reverse(s.begin(), s.end());
    return s;
}
int main() {
    vector<future<string>> v;

    v.push_back(async([] { return flip(" ,elloH");}));
    v.push_back(async([] { return flip( " 11++C");}));
    v.push_back(async([] { return flip("\nelyts");}));

    for (auto &e : v) {
        cout << e.get();
    }
}

Quiz

future
Right angle brackets

Lambdas
async

auto

range-for



string flip(string s) {
    reverse(s.begin(), s.end());
    return s;
}
int main() {
    vector<future<string>> v;

    v.push_back(async([] { return flip(" ,olleH");}));
    v.push_back(async([] { return flip( " 11++C");}));
    v.push_back(async([] { return flip("\nelyts");}));

    for (auto &e : v) {
        cout << e.get();
    }
}

Quiz

future
Right angle brackets

Lambdas
async

auto

range-for

Move semantics



Any questions?

Thanks!



1. Is e a copy ? 
2. Is e modifiable ? 
3. Can cont be const ?

● for (auto e : cont)
● for (const auto e : cont)
● for (auto &e : cont)
● for (const auto &e : cont)

auto


